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Introduction		
The	 idea	 that	 increasing	 levels	 of	 automation	
deployed	at	scale	result	in	labor	displacement	is	not	
novel.	 The	 industrial	 revolution,	 mass	 production,	
and	 computerization:	 All	 stirred	 fears	 that	 the	
efficiency	gains	would	cause	the	demand	for	human	
labor	to	plummet.	But	as	MIT	economist	David	Autor	
(2015)	points	out:	“Clearly,	the	past	two	centuries	of	
automation	 and	 technological	 progress	 have	 not	
made	 human	 labor	 obsolete.”	 The	 microeconomic	
mechanism	responsible	for	this	development	is	not	
mysterious.	 When	 increased	 efficiency	 lowers	 the	
effective	cost	of	an	input	per	unit	of	output,	the	range	
of	 profitable	 applications	 expands	 and	 hence	 the	
aggregate	 demand	 increases.	 Economist	 William	
Stanley	 Jevons	 first	 described	 this	 dynamic	 for	
nineteenth-century	coal.		

With	 the	 adoption	 of	 artificial	 intelligence	 (AI)	
accelerating	 in	 recent	 years,	 fears	 about	 labor	
displacement,	particularly	in	white-collar	jobs,	have	
resurfaced.	These	fears	reached	financial	markets	in	
February	 2026,	when	 a	widely	 circulated	 scenario	
analysis	 by	 Citrini	 Research	 sketched	 a	
“displacement	 spiral”	 in	 which	 AI-driven	 white-

collar	 layoffs	 cascade	 into	 a	macroeconomic	 crisis,	
briefly	 rattling	 equity	 prices	 and	 later	 drawing	 a	
data-driven	 rebuttal	 from	 Citadel	 Securities	 (van	
Geelen	&	Shah,	2026;	Citadel	Securities,	2026).	At	the	
same	 time,	 Apollo’s	 chief	 economist	 Torsten	 Sløk	
now	 invokes	 the	 labor-market	 extension	 of	 the	
“Jevons	 Paradox”	 to	 argue	 that	 cheaper	 and	 more	
capable	 AI	 will	 create	 more	 jobs	 than	 it	 destroys	
(Sløk,	 2026a).	 This	 article	 discusses	 whether	 that	
argument	 survives	 contact	with	 the	data	on	 the	AI	
cycle	so	far	and	where,	if	anywhere,	the	analogy	with	
coal	breaks	down.	

History		

The	steam	engine	was	first	deployed	in	Britain	in	the	
early	18th	century.	By	the	time	James	Watt	patented	
his	 improved	 design	 with	 a	 separate	 condenser	
chamber	 in	 1769,	 the	 technology	 was	 already	
reshaping	 British	 industry	 and	 had	 driven	 a	
significant	 rise	 in	 coal	 consumption.	Watt’s	 design	
was	the	central	efficiency	improvement	at	the	time.	
It	used	about	75%	less	coal	per	unit	of	mechanical	
work	 than	 its	 predecessor.	 Intuition	 suggests	 that	
such	 a	 leap	 in	 efficiency	 should	 have	 reduced	 coal	
consumption.	 The	 opposite	 was	 true.	 When	
economist	 William	 Stanley	 Jevons	 published	 his	
book	 The	 Coal	 Question	 a	 century	 later,	 engine	
efficiency	had	increased	more	than	tenfold	(Jevons,	
1865).	At	the	same	time,	Britain’s	coal	consumption	
had	 also	 increased	 more	 than	 tenfold	 (Lancaster	
University,	 n.d.).	 Jevons	 observes:	 “It	 is	 wholly	 a	
confusion	 of	 ideas	 to	 suppose	 that	 the	 economical	
use	 of	 fuel	 is	 equivalent	 to	 a	 diminished	
consumption.	 The	 very	 contrary	 is	 the	 truth”	 and	
concludes	 that	“future	 improvements	of	 the	engine	
can	only	have	the	same	result,	of	extending	the	use	of	
such	a	powerful	agent”	(Jevons,	1865).	

The	dynamic	Jevons	described	became	known	as	the	
Jevons	Paradox:	When	technological	progress	makes	
the	use	of	an	input	more	efficient,	consumption	per	
unit	of	output	declines,	yet	aggregate	demand	for	the	
input	can	rise,	 if	 the	 increase	 in	efficiency	expands	
the	 range	 of	 applications	 in	 which	 its	 use	 is	
profitable.	Whether	the	Paradox	can	hold	in	a	given	
case	thus	depends	not	so	much	on	the	nature	of	the	
input	 but	 rather	 on	 elasticity	 of	 demand.	 In	 fact,	
Jevons	 himself	 suggested	 extending	 the	 logic	 to	
scenarios	with	human	labor	as	the	input	factor.	The	
introduction	of	Excel	can	be	viewed	as	a	more	recent	
such	example	(Sløk,	2026b).	Excel	5.0	was	released	
in	1993	and	marked	a	turning	point	in	the	adoption	
of	 electronic	 spreadsheets.	Because	of	 several	 new	
features	 that	 allowed	 for	 multi-sheet	 workbooks,	
better	 visualization	 and	 improved	 automation	
potential	among	other	things,	Excel	5.0	improved	the	
efficiency	 of	 accounting	 and	 bookkeeping	 tasks	
significantly.	Rather	than	causing	displacement,	the	
efficiency	 gains	made	 these	 services	 available	 to	 a	
broader	 range	 of	 businesses.	 Consequently,	
employment	 in	 bookkeeping	 and	 accounting	
services	has	 almost	doubled	 since	1993	 in	 the	U.S.	
(Sløk,	2026b).	

As	 AI	 systems	 become	 increasingly	 capable	 of	
performing	 human	 tasks,	 several	 labor	 market	
scenarios	 seem	plausible.	 Some	of	 them	have	been	
outlined,	 for	 example,	 in	 Anthropic’s	 (2026)	
Economic	 Policy	 Framework.	 The	 following	 section	
analyzes	 whether	 the	 Jevons	 Paradox	 is	 already	
visible	in	the	data	and	whether	there	are	indications	
where	labor	markets	are	headed.	Because	AI	has	not	
been	equally	widely	and	significantly	adopted	across	
all	knowledge-work	domains,	this	article	focuses	on	
how	 AI	 has	 impacted	 coding-related	 jobs,	 as	 it	 is	
already	widely	seen	as	a	productivity	driver	in	this	
field.	
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Can	This	Development	Be	Seen	in	the	Data?		

The	 historical	 analogy	 is	 only	 as	 good	 as	 the	 data	
behind	 it.	 To	 test	whether	 the	 Jevons	 logic	 carries	
over	 from	 coal	 to	 code,	 we	 analyze	 it	 from	 three	
different	 perspectives:	 the	 adoption	 of	 AI	 tools	
among	developers	(the	technology	side),	the	volume	
of	 software	 produced	 (the	 output	 side),	 and	
employment	in	the	US	tech	sector	(the	labor	market).	

a)	Adoption	perspective	

Figure	 1	 draws	 on	 the	 Stack	 Overflow	 Annual	
Developer	 Survey	 (2023,	 2024,	 2025),	 which	
collected	 between	 roughly	 49,000	 and	 89,000	
responses	per	wave.	

Figure	1:	AI	Tool	Use	and	Perceived	Job	Threat	
Among	Developers	

	
Source:	Stack	Overflow	(2023,	2024,	2025)	

Note:	 Figures	 report	 developers	 currently	 using	 AI	 tools.	 Stack	 Overflow's	
widely	 cited	headline	 series	 (70%/76%/84%)	combines	 current	users	with	
those	who	plan	to	adopt.	

Current	use	of	AI	tools	rose	from	44%	of	respondents	
in	2023	to	62%	in	2024	and	79%	in	2025;	by	2025,	
51%	of	professional	developers	reported	using	them	
daily.	Perceived	job	insecurity	rose	far	more	slowly:	
the	 share	 of	 developers	who	 see	 AI	 as	 a	 threat	 to	
their	own	job	increased	from	12%	in	2024	to	15%	in	
2025,	 a	 question	 first	 asked	 in	 2024.	Adoption,	 in	
other	 words,	 surged	 while	 about	 two	 in	 three	
developers	continued	to	see	no	threat	to	their	own	

employment.	Peng	et	al.	(2023)	found	in	a	controlled	
experiment	that	access	to	AI	assistance	increases	the	
productivity	 of	 software	 developers.	 And	 the	
capability	 frontier	 keeps	 advancing:	 Figure	 2	 plots	
the	length	of	tasks,	measured	in	hours	of	equivalent	
human	 work,	 that	 frontier	 models	 can	 complete	
autonomously,	which	has	grown	exponentially	since	
2019	(METR,	2026).	This	does	not	measure	software	
engineering	 productivity	 directly,	 but	 it	 indicates	
that	 the	 capability	 frontier	 for	 autonomous	 task	
completion	is	moving	outward.	

Figure	2:	AI	Autonomous	Task	Horizon	

	
Source:	METR		(2026)	

The	 adoption	 data	 establish	 that	 the	 productivity	
shock	is	reaching	the	relevant	workforce.	They	do	not,	
on	their	own,	establish	the	labor-market	effect.	

b)	Output	perspective	

The	 Jevons	 question	 is	 about	 what	 happens	 to	 the	
total	 output	when	effective	 costs	 fall.	 If	 demand	 for	
software	 is	elastic,	 cheaper	code	should	mean	more	
code.	Figure	3	plots	quarterly	git	push	activity	in	the	
United	States	from	Q1	2020	to	Q1	2026,	fitted	with	a	
baseline-plus-exponential	 trend	 that	 holds	 near	 its	
pre-2022	level	before	accelerating	(GitHub,	2026).	

	

Figure	3:	Git	Pushes	in	the	US	

	
Source:	GitHub	(2026)	

Git	pushes	serve	as	a	proxy	for	the	overall	volume	of	
software	 production,	 which	 reveals	 the	 market's	
response	to	AI.	The	measure	is	admittedly	imperfect,	
since	not	every	push	reflects	economically	valuable	
output.	 Prior	 to	 ChatGPT's	 release	 in	 November	
2022,	 push	 volume	 had	 stagnated	 around	 22–24	
million	 quarterly	 pushes.	 Following	 the	 release	 at	
the	 end	 of	 November	 2022,	 activity	 accelerated	
sharply,	reaching	approximately	57	million	by	early	
2026,	 a	 roughly	 150%	 increase	 from	 the	 pre-AI	
baseline.	 This	 is	 consistent	 with	 the	 adoption	
evidence	 in	 section	 a):	 as	 AI	 adoption	 spread	 and	
efficiency	gains	accrued,	output	expanded.	It	is	also	
consistent	with	 an	 elastic	 demand	 response:	 as	 AI	
tools	 plausibly	 lowered	 the	 effective	 cost	 of	
producing	 code,	 measured	 software	 activity	
expanded	 rather	 than	 remaining	 flat.	 Because	 no	
direct	 price	 series	 for	 software	 production	 is	
observed,	 the	 elasticity	 itself	 cannot	 be	 quantified;	
only	the	quantity	response	is	visible.		

The	 Jevons	 question,	 however,	 is	 about	 inputs,	 not	
outputs.	 In	Watt's	 case,	 the	 efficiency	 gain	 did	 not	
reduce	 total	 coal	 consumption.	 Demand	 for	
mechanical	 work	 expanded	 so	much	 that	 coal	 use	
rose.	The	analogue	here	is	not	code	but	labor:	coal	is	
the	 input	burned	to	produce	mechanical	work,	 just	
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as	developer	hours	are	 the	 input	 spent	 to	produce	
software.	The	GitHub	data	 therefore	establish	only	
the	 first	 half	 of	 the	 mechanism.	 Whether	 that	
expansion	was	 large	 enough	 to	 pull	 in	more	 labor	
input,	rather	than	being	absorbed	entirely	by	higher	
productivity	per	worker,	is	an	empirical	question	the	
output	 data	 cannot	 answer.	 That	 is	 what	 the	
following	section	examines.		

c)	Labor	market	

We	 check	 whether	 tech	 employment	 exhibits	 a	
structural	break	after	the	release	of	ChatGPT	and,	
if	so,	of	what	magnitude.		

Figure	4:	Tech	Employment	vs.	AI	Job	Postings	

Share	

	
Source:	U.S.	Bureau	of	Labor	Statistics	(2026);	Indeed	

Hiring	Lab	(	n.d.)	
Note:	 the	 ARIMA	 model	 is	 fitted	 on	 Jan	 2013–Oct	 2022;	 as	 this	 window	
includes	 the	 post-Covid	 rebound,	 the	 counterfactual	 may	 overstate	 the	
shortfall.	An	augmented	Dickey–Fuller	test	indicates	non-stationarity	in	levels	
and	 stationarity	 in	 first	 differences,	 justifying	 first-order	 differencing;	 lag	
orders	 were	 chosen	 from	 the	 autocorrelation	 and	 partial	 autocorrelation	
functions	and	confirmed	by	AIC.		

Figure	4	combines	two	independent	monthly	series	
from	 2019	 to	 April	 2026.	 The	 left	 axis	 plots	
seasonally	 adjusted	 employment	 in	 Computer	
Systems	Design	 and	 Related	 Services,	 the	 industry	
group	 covering	 custom	 programming,	 systems	
design	and	integration,	and	related	IT	services	which	
form	 the	 core	 of	 the	 US	 software	 workforce	 (U.S.	

Bureau	of	Labor	Statistics,	2026).	The	right	axis	plots	
the	 share	 of	 US	 job	 postings	 containing	 AI-related	
terms	(Indeed	Hiring	Lab,	n.d.).	

To	 estimate	 how	 employment	would	 have	 evolved	
absent	the	AI	shock,	we	construct	a	counterfactual:	a	
time-series	 model	 learns	 the	 momentum	 and	
seasonality	 of	 employment	 from	 January	 2013	 to	
October	2022,	then	projects	that	pattern	forward	as	
if	 November	 2022	 had	 never	 happened.	 The	 gap	
between	 the	 projection	 and	 what	 occurred	 is	 the	
shortfall	 we	 want	 to	 measure.	 The	 model	 is	 an	
ARIMA	 (3,1,3)	 fitted	 to	 Box–Cox-transformed	
(variance-stabilizing)	data;	see	the	note	to	Figure	4	
for	lag	selection	and	specification	tests.	

By	 April	 2026	 the	 gap	 between	 the	 counterfactual	
path	and	observed	employment	amounts	to	roughly	
250,000	 positions,	 about	 10%	 of	 the	 sector.	
Projected	 almost	 four	 years	 ahead,	 the	 estimate	 is	
approximate,	 it	 shows	 the	 scale	 of	 the	 divergence,	
not	an	exact	number.	

Following	 ChatGPT's	 launch,	 actual	 employment	
diverged	 consistently	 below	 this	 counterfactual.	 A	
Chow	 test	 asks	 whether	 a	 series'	 trend	 shifts	 at	 a	
given	 date	 by	more	 than	 ordinary	 variation	would	
produce.	 Applied	 at	November	 2022,	 it	 indicates	 a	
statistically	significant	break	at	the	99%	confidence	
level,	 with	 standard	 errors	 adjusted	 for	 the	
pronounced	autocorrelation	and	heteroskedasticity	
in	the	residuals	(Table	1).	This	is	descriptive	rather	
than	 causal,	 for	 reasons	 discussed	 below.	
Employment	 growth	 of	 +0.31%	 per	 month	 before	
the	break	turned	into	a	decline	of	−0.12%	per	month	
after	it.		

The	break	date	is	imposed	rather	than	estimated:	a	
Chow	 test	 requires	 the	 break	 point	 to	 be	 fixed	 in	
advance,	 and	 November	 2022	 (ChatGPT's	 public	

release)	 is	the	natural	ex-ante	candidate.	The	exact	
month	 is	 of	 course	 somewhat	 arbitrary,	 since	
adoption	was	gradual	and	hiring	reacts	with	a	lag.		

Table	1:	Structural	Break	at	ChatGPT	Release	

Nov	2022	 Statistic	 p	
Chow	test	(classical)	 F	=	301.6	 <0.001	
Chow	test	(HAC)	 F	=	748.4	 <0.001	

Trend,	pre-break	 +0.31%/month	 	

Trend,	post-break	 −0.12%/month	 	

Residual	diagnostics	
Breusch–Pagan	 LM	=	29.7	 <0.001	

Durbin–Watson	 0.16	 	
Notes:	 	 Structural	 break	 date:	 Nov	 2022.	 HAC	 =	 heteroskedasticity-	 and	
autocorrelation-consistent	standard	errors.	HAC	statistic:	F	ranges	from	748	
to	1490	across	lag	truncations	of	4−30	months.		Annualized	trends:	+3.8%/yr.	
pre-break,	 −1.4%/yr.	 post-break.	 The	 low	 Durbin–Watson	 statistic	 (DW	 =	
0.16)	 indicates	 substantial	 residual	 autocorrelation.	 The	 reported	 p-values	
should	therefore	be	read	as	indicative	rather	than	exact.		

A	break	does	not	directly	imply	causality.	ChatGPT's	
release	 coincided	 with	 the	 sharpest	 rate	 hikes	 in	
decades	 and	 the	 effect	 of	 the	 Covid-era,	 both	
influence	 employment	 on	 their	 own.	 The	 shortfall	
after	2022	is	therefore	the	joint	effect	of	AI	and	these	
forces,	not	a	clean	measure	of	AI	displacement.	

What	emerges	from	the	data	is	reorientation	rather	
than	 collapse.	 The	 AI	 share	 of	 job	 postings	 nearly	
tripled	over	the	period,	from	roughly	1.8%	to	4.9%:	
firms	were	not	merely	hiring	fewer	developers,	they	
were	hiring	different	ones.	The	first	half	of	the	Jevons	
mechanism,	 the	output	expansion,	 is	clearly	visible	
(section	 b),	 even	 as	 broad-sector	 employment	
softened.	Cheaper	code	has,	so	far,	meant	more	code,	
but	 the	 evidence	 for	 a	 Jevons	 effect	 in	 developer	
employment	is	much	weaker.	The	early	data	suggest	
output	expansion	plus	labor-market	reallocation,	not	
simple	job	creation.	
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Conclusion	

Sløk's	 Jevons	 Employment	 Effect	 thus	 finds	 only	
partial	 support	 in	 the	 early	 data:	 the	 output	 side	
behaves	broadly	as	the	Paradox	predicts,	while	the	
labor	market	so	 far	shows	reallocation	rather	 than	
net	job	creation.		

Whether	 this	 remains	 the	 pattern	 depends	 on	 a	
condition	the	data	cannot	yet	verify:	the	Jevons	logic	
protects	 employment	 only	 if	 AI	 augments	
developers,	 as	 Watt's	 condenser	 augmented	 the	
engine.	 If	AI	 instead	becomes	a	competing	 input	 to	
their	 labor,	 the	 relevant	 precedent	 is	 not	 coal	 but	
coal's	 own	 displacement	 by	 electricity,	 the	 same	
question	 that	 divides	 Citrini	 Research's	
displacement	 scenario	 from	 Citadel	 Securities'	
rebuttal	 (van	 Geelen	 &	 Shah,	 2026;	 Citadel	
Securities,	 2026).	Whether	 employment	 eventually	
follows	output,	as	it	did	for	bookkeepers	after	Excel,	
is	the	question	the	next	few	years	of	data	will	answer.		
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